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Multi-level 3D Caricatures with Relative Feature Displacement
and Head Shapes
Paul Noble · Wen Tang · Briony Oates

Abstract Facial caricatures have a many uses ranging
from entertainment to psychological research but they
are difficult and costly to produce in terms of both time
and money. Many 2D automatic caricature generators
have been presented but these are invariably limited to
frontal portraits whereas traditional caricaturists usually choose a three-quarter view to best convey form. A
3D system would allow unlimited viewpoints but current 3D systems have had limited success. In this paper
we present a system that automatically generates expressive 3D caricatures from orthographic input images.
By analysing the methods used by traditional caricaturists we have identified techniques that can be easily
applied to 3D caricatures. By blending techniques for
head modelling, 2D caricature generation, and traditional caricature [17, 7, 19] we have implemented a system that allows users to quickly create expressive 3D
head models. We describe a multi-level system that incorporates the traditional caricaturing concepts of Relative Feature Displacement and Head Shapes so that
the artefacts produced more closely mimic the techniques used by caricature artists.
Keywords caricature · head morphing · expressive
modelling · non-photorealistic rendering
CR Subject Classification I.3.3 · I.3.7 · I.3.8

1 Introduction
Most traditional animation and, some argue, all art is
based upon exaggeration [18]. In landscape painting for
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example, objects are often drawn out of proportion, not
because of any lack of skill on the artist’s part, but because they wish to emphasise them. Although not considered High Art, the same is true of animation; artists
exaggerate the features of a character or a motion that
they want to highlight. Similarly, caricaturists highlight
the distinctive features of a subject and caricature has
been used by artists for many years for entertainment
purposes. It can be used to lampoon and ridicule people
or, more benignly, to create a memorable souvenir. Facial caricature also has academic applications and has
been used in psychological studies on facial recognition
and distinctiveness effects [20].
Despite their usefulness, facial caricatures are problematic in that they are extremely hard to produce.
They require the services of talented artists, subjects
to pose and their production can be time-consuming.
Furthermore, the results produced will, like any handcrafted art, be to some extent inconsistent, which reduces their effectiveness in psychological experiments.
The images produced are also two-dimensional which
fails to fully utilise human binocular vision; we need alternative views to best understand form. Only the automatic generation of 3D caricatured models can overcome these shortcomings.
The modelling of human faces in 3D offers an extremely complicated modelling challenge because of the
unique position faces occupy in human perception; we
are hard-wired to recognise and detect very subtle defects in human faces [15]. This makes facial modelling
particularly susceptible to the perils of the uncanny valley [12] and perhaps the best way to avoid this pitfall
and enable viewers to suspend their disbelief, is to move
towards non-realism and only present the essence of
a character. In terms of facial modelling this logically
leads to caricature. A good caricature would avoid the
uncanny valley and still retain a likeness of the subject.
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Fig. 1 Dimensions of the average head taken from Hughes
[8] c Hughes

Brad Bird, director of The Incredibles [1] considers caricature “the heart of the matter in character animation”
[4].
The concept of caricature is closely related to the
Peak Shift Effect [7] and caricatures and human visual perception have been well researched by the cognitive sciences. It has been claimed that humans recognise
faces by the amount they differ from the norm [3] and
that by exaggerating these perceived differences we can
create a caricature. Most methods of caricature rely on
the mean face assumption described by Brennan: if we
recognise faces by the differences from the average, then
by accentuating these differences we can get an exaggerated version of a face. “Caricature is a graphical coding
of facial features that seeks, paradoxically, to be more
like the face than the face itself” [3]. Many traditional
caricaturists rely on this method by intuitively identifying the unusual features of a face and then accentuating them. This is a fundamental principle of cartooning
and one which McCloud encapsulates with the phrase
“Amplification through Simplification” [11]. However,
caricaturists go one step further: they use simplification and amplification. They reduce a face to its basic
elements and then seek to highlight the exceptional features while minimising the inconsequential.
Redman describes the mean face assumption using
his concept of the in-betweener ; a man with average facial proportions [19]. Although lacking scientific rigour,
Redman’s approach for defining the average head does
at least provide artists with a basis for systematically
creating caricatures. Hughes also provides a template
of the average head [8] and some metrics to measure
it, as figure 1 illustrates. When examining a subject’s
face, any deviation from the average should be accentuated. A key aspect of this technique is that, not only
should the shape of individual features be exaggerated,
but also the relative positions of features on the face.
For example, the shape of a subject’s eyes may be over-

Fig. 2 The traditional caricaturist’s concept of head shapes.
Top: c Hughes [8]. Bottom: c Redman [19]

stated but the position of the eyes themselves may be
exaggerated too. If the eyes are slightly further apart
than the in-betweener’s then push them even further
from each other. If they are higher relative to the face
as a whole then move them even higher. This idea of
relative feature displacement is one that we incorporate into our tool and is new to automatic caricature
generation in computer graphics.

2 Related Work
2.1 Computer-generated 2D Caricature
The seminal work on automatic caricature generation
was Brennan’s Caricature Generator [3] in which she
applied the principle of exaggerating the differences from
the mean face. By recording the positions of 165 feature
points on a scanned photograph of a face it is possible to
generate a line sketch of the face. These feature points
are then compared to the corresponding features of the
average or mean face, which is calculated by averaging
the feature points of all other faces in the database.
By moving the feature points away from the average
(or indeed a face that “just seems very different from
the subject face” [3] a caricature is generated. This
method has been used subsequently in many psychological experiments for facial recognition and has become
an accepted tool in facial recognition research [7].
Rather than using a number of facial feature points,
Gooch et al. [7] use a facial feature grid (FFG) originally defined by Redman [19], to deform the face.
A six-by-five grid is drawn around the photograph or
portrait to be caricatured, with interior vertical lines
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Fig. 3 Results of Brennan’s Caricature Generator. [3]

marking the inner and outer corners of the eyes, and
interior horizontal lines marking the eyes, tip of the
nose and the mouth (see lower images in Figure 2).
The subject FFG is then compared to the predefined
average FFG and exaggerated by computing the vectors between corresponding vertices. The vertices of the
FFG can also be adjusted manually and the results rendered using image-precision Non-photorealistic Rendering (NPR) techniques.

2.2 3D Head Modelling and Caricature Generation
The method employed by Gooch et al., like Brennan’s,
is designed for 2D portraits of subjects but it is suggested that the technique can be expanded to 3D. Indeed, Redman defined a side profile grid that could be
used in conjunction with the portrait grid to create
a 3D lattice. This idea ties in closely with 3D modelling techniques that use two orthographic images to
create realistic face models [15]. The recording of feature points in two orthogonal projections gives us the
feature point’s position in 3D space and given enough
of these, a complete 3D head model can be generated.
In Parke’s original work, grids were drawn directly
on the subject’s face [15] but this photogrammetric
technique has been extended to work without the use of
grids with a fixed number of feature points [9]. The user
specifies the positions of 58 control points and the rest
of the vertices on the canonical model are interpolated
to fit. This technique has again been extended to allow
any number of points to be added [17] and this is the
approach we adopt.
Pighin et al. morph a base mesh head model to fit
user-defined feature points to successfully generate extremely realistic models [17]. Using the average head
as a base mesh allows 3D caricatures to be easily created using Brennan’s algorithm and this has been implemented with some success [2]. The main drawback
with this technique, as in the 2D version, is the overlapping and distortion of adjoining features (see figure 3). Whilst visually acceptable, to a point, when
rendered non-photorealistically in 2D, this becomes a
major problem in 3D and means only slight caricaturing can be achieved. When the deformation of the base
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mesh causes the model to cease to look believable, then
the very aim of the caricature is lost.
The other most common method of head modelling
is the use of range-scanning devices, which have been
used to successfully generate highly detailed head models [6]. Again, given the average human head, caricatures can be generated from these models. The highly
detailed models are subdivided into facial regions and
a low polygon model is generated that can be compared to the average. This method has been extended
to utilise eye-scanning devices which record which facial features attract the most interest and exaggerate
accordingly [13]. While this method produces highly
detailed models the final results are visually disappointing.
All the methods discussed rely on the mean face assumption and Brennan’s simple algorithm. While this
produces acceptable results, the primary failing of the
method is that it is too generic. Subjecting all the vertices on a polygon head model to the same procedure
oversimplifies the caricaturing process. In reality caricaturists study their subjects, focus on particular features
they wish to exaggerate and omit others altogether.
While we cannot hope to capture the complexity of
this process, we can develop a more subtle and flexible method based on Brennan’s algorithm. The fact
that no two hand-drawn caricatures look the same implies that the technique cannot be fully mechanised but
some example-based methods that indirectly copy the
style of a particular caricaturist have been implemented
[5] with good results. However, sampling 2D drawings
limits these techniques to 2D output.

3 Overview
This section describes the 3D facial caricaturing system
created and how it builds on the work discussed in the
previous chapter. Broadly speaking, it is a multi-stage
3D facial caricature system using morphable models,
head grids, and Relative Feature Displacement (RFD).
Our 3D caricature system can be viewed as an extension and combination of the work of Pighin, Gooch and
Redman [17, 7, 19]. We take Pighin’s head modelling
system and then extend it to include the 2D facial grid
described by Gooch and Redman. We extend the system further by adding Redman’s profile grid creating a
3D Facial Feature Lattice (FFL). This not only allows
us to move the technique into the third dimension, but
also to incorporate the concept of head shapes; a technique employed by many caricaturists.
The primary contribution of this paper to automatic
caricaturing is the concept of RFD. Inspired by Redman
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Figure 5 above shows the generalised caricature system which consists of three levels of caricature. It has
two inputs: a polygon model of an average head and
two orthographic images of the subject: one portrait
and one profile. The facial feature points are manually
extracted from the images and are used to deform the
mesh model to create a likeness. These feature points
are then used to calculate the relative position of the
subject’s facial features and also the closest basic head
shape. The mesh model is then passed to a free-form
lattice deformer which uses a head shape library to deform the mesh further. We utilise Brennan’s algorithm
but use multiple levels of caricature to create results
closer to traditional caricature:
Fig. 4 Relative Feature Displacement from Redman . [19]

– Likeness: a morphable head model is used to capture the actual shape of the facial features. These
can then be caricatured and exaggerated on an individual basis by deforming the individual vertices.
– Relative Feature Displacement: based upon Redman’s head grid we caricature by feature as well as
by vertex. The position of each facial feature (eyes,
nose, mouth, and ears) is compared to that of the
average head and then displaced accordingly.
– Head shape: using eight base head shapes inspired
by caricaturists we can extract the most appropriate
shape and deform the head as a whole. This can be
automatic or manually chosen by the user.
Each level of caricature can be independently altered
to give the user the maximum level of control.

4 Head Morpher

Fig. 5 System Overview

[19] this is the idea that not only the form of individual facial features should be caricatured but also their
placement on the head. Facial features can be pushed
around the face to highlight any unusual relative placement. Redman discusses this in 2D using a facial grid
(see Figure 4), but we can apply this idea in 3D. Given
the user-defined feature points, we can calculate the
local centre of a given facial feature by averaging the
position vectors of the feature points that define that
feature. This is then compared to the position vector
of the corresponding facial feature on the mean head
model and the difference is exaggerated. As detailed in
section 5 these relative feature displacements must be
blended so as not to cause distracting mesh artefacts.

The head morphing used within the system is based
upon the work of Pighin et al [16] and uses a well
documented approach to deform a head base mesh to
fit user-defined face points extracted from photographic
images. The deformation is calculated using a scattered
data interpolation technique to create an accurate likeness of the subject’s face which is discussed in detail
in the following sections. Pighin et al go on to extract
texture information from the photographs and include
shape morphing to create believable facial animations.
As our goal is to create NPR caricatures, this extension
was deemed unnecessary.

4.1 Base Mesh
The base mesh is vital to the project as this not only
represents the geometry and topology of the final caricature model but also defines the mean head. As discussed earlier, the average head is the basis of all carica-
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ture and so the importance of a good base mesh cannot
be underestimated.
Hughes and Redman provide measurements for the
average head but their approach lacks any scientific
foundation. Both bring to mind Leonardo Da Vinci’s
Vitruvian Man which illustrates the flawed notion that
human proportions somehow reflect the inner workings
of the universe or obey some perfect mathematical ratio. The average human head is no more geometrically
perfect than the average badger head. Redman himself
does not claim his in-betweener is the ideal or the average but merely that he believes “he represents a composite of all the peoples on earth” based on an imagined
survey [19]. His in-betweener is based on personal experience alone and is therefore too subjective to act as
a basis for our system.
To capture a true average we must implement the
survey that Redman suggests and measure the facial dimensions of a suitably large sample group. This would
be a huge undertaking but fortunately it is one that has
been done for us. The Max-Planck Institute for Biological Cybernetics has created a face database that contains 200 laser-scanned (Cyberware TM) heads without
hair [21]. The database contains images of men and
women and also a 3D model of the average male and
female face.
The database provides the basis for our mean head
model, however it only contains face models and so is
of limited use when creating full head caricatures. The
other drawback of using the Max-Planck average mesh
was the topology of the polygon mesh itself. As with all
laser-scanned models the mesh was very dense and the
topology was not character-friendly; i.e. it consisted of
very regular triangles rather than edge-loops defining
the main features. To get a mesh with a more manageable polygon count and better topology, a generic male
head model (Michael 4 from Daz3D, Copyright c 2010
DAZ Productions, Inc.) was manually fitted to match
the Max-Planck Institute head’s proportions. The modified Michael 4 head model was then used as the base
mesh of our caricature system as illustrated in figure 6.
Despite the excellent resource that the Max-Planck
Institute for Biological Cybernetics provides, it has limitations. The facial database is predominantly made up
of young Caucasian subjects and so begs the question
whether the average head extracted from this sample
will be suitable for caricatures of different age and ethnic groups. The sample size, 100 male and 100 female
subjects, is also arguably too small to generate an accurate average. Despite these misgivings we believe the
data is sufficient for our needs. Operating under the assumption that the average face of 100 Caucasian males
will produce a meaningful reference point for carica-
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Fig. 6 Generating the base mesh. Left: Max-Planck, centre:
Michael 4, right: Michael Max-Planck.

Fig. 7 Image of base mesh with default feature points highlighted.

tures of Caucasian males we can create a system that
will only require an appropriate input mesh. For example, if an average mesh for Asian females could be
acquired then we envisage that the system would be
able to produce caricatures of Asian female subjects.
4.2 Orthographic Images and Feature Points
Using two perpendicular orthographic images is a common modelling technique in 3D animation. The reason
being that given two aligned orthographic images it is
possible to define any given point on an object in 3D
space. The orthographic images provided by the MaxPlanck Institute were generated from 3D head scans as
detailed in [21] and are perfectly aligned, ready to use
for modelling.
From these orthographic images, the user can manually select key feature points on the subject’s face which
will act as the anchor points when deforming the head
geometry. In our system we use 69 feature points by
default but allow the user to use as many or as few as
they wish and provide a GUI to allow the user to add,
activate, or deactivate facial points. The default feature
points are highlighted in figure 7.
One of the pitfalls when defining points in 3D based
on photographic images is to discount the effect of per-
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spective distortion present within the images. In order
to accurately define a point in 3D space based upon two
perpendicular images, they must be orthographic and
contain no distortion. Orthographic images are, however, almost impossible to obtain from a camera and
so alternative methods have been designed to extrapolate 3D information from images taken from any angle.
Parke and Waters demonstrated the process of using
predefined points to calculate the inherent perspective
projection cause by the camera’s focal length and to
use this matrix to accurately define points in 3D space
[15].

4.3 Scattered Data Interpolation
The process of deforming a mesh model to fit an arbitrary number of user-defined points is solved using a
technique called Scattered Data Interpolation. Given a
set of vector displacements corresponding to a number
of constrained vertices on the base mesh, we can use an
interpolation function to calculate a displacement for
each unconstrained vertex of the mesh. The function,
f (x), is fitted to the known feature points, xi , which
allows us to solve for all values of x. We use radial basis
functions of the form:
f (x) =

n
X

ci φ(x − xi )

Fig. 8 Experimentation with Radial Basis Functions. A 50
unit square polygon plane with a single vertex constrained
and translated vertically. From top: negative polynomial,
elliptical, probability density function, natural exponential
function, and linear. Threshold value of 30 in all cases.

(1)

i=0

Where n is the number of feature points, φ(r) is a
radially symmetric basis function, and
Pnci are the coefficients. After applying the constraint i=0 ci = 0 we are
left with a set of linear equations to solve. This is done
using Gaussian elimination and back-substitution. In
determining a suitable radial basis function we experimented with several. Nielson [14] proposed many different functions for the interpolation process and Pighin
et al [16] used an exponential fall-off function. We experimented with linear, negative polynomial, elliptical,
natural exponential, and a probability density function,
all using a user-defined threshold parameter.
To visualise the different effects these functions have
we can apply the deformer to a polygon plane with a
single constrained vertex at the centre of the mesh. By
specifying a target position vertically above the mesh
we can see the decay functions graphically as illustrated
in figure 8. Using this technique we are able to generate
realistic results and by adding a caricature parameter,
s, we can calculate the displacement, v, for each vertex,
x, as:
vx = sf (x))

(2)

Fig. 9 Caricature artefacts. Too much caricature introduces
distracting artefacts, particularly around the eyes.

When s = 0 there is no deformation and we are
left with the base mesh, when s = 1 there is full correspondence and we have a likeness of the subject. By
increasing s beyond 1.0 we can extrapolate and generate a caricature.
With this framework, like Blanz and Vetter [2], we
are able to generate slight caricatures but much like
Brennan’s original 2D system they are prone to artefacts. The mesh quickly begins to self-intersect, which
although reasonably acceptable with a 2D line vector
image, does not work with a 3D mesh (see Figure 9).
In order to imitate the extreme caricature of the type
seen in traditional illustration without producing artefacts we need to incorporate another approach.
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Fig. 10 Segmented morphable model. The red areas represent facial features that can be translated independently.

5 Relative Feature Displacement
As discussed earlier, Redman described the idea of caricature by feature (dis)placement as well as by form (see
figure 4). Not only are the shapes of the facial features
exaggerated on an individual basis, but also their relative placement on the head. This relative feature displacement forms the second level of caricature in our
system and allows us to create a more extreme caricature while minimising s and therefore not deforming
the mesh into distraction.
We transfer this concept of relative feature displacement to 3D by classifying areas of the base mesh as facial features (see Figure 10). Any constrained vertices
that lie within these regions are used to define the position of each feature. The facial features are classified
as:
–
–
–
–
–
–

Left eye
Right eye
Nose
Mouth
Left ear
Right Ear

To calculate the direction of displacement we use the
average position of the constrained vertices, x, in each
facial feature set, F . This average gives a nominal global
position for each facial feature and we can calculate
the direction of displacement by finding the difference
between this position for the base mesh and the subject.
P
P
xi − xo
vRF D = d
(3)
n
Where x ∈ F , d is a magnitude parameter, xi are
the constrained point positions on the subject and xo on
the base mesh. The vector vRF D is then added to each
xi before the scattered data interpolation technique is
applied.

Fig. 11 Relative Feature displacement on a segmented morphable model.

Fig. 12 Head shapes stored as 3D lattice deformers.

This idea of a segmented morphable model is similar to Blanz and Vetter’s framework [2] but whereas
they simply allowed the sub-regions to be morphed independently to create a greater variety of faces, we also
enable these segments to be translated independently in
3D space. Any feature points that lie outside of these
feature areas are used to smooth the borders between
facial features when translating them. This prevents
any unsightly shearing effects and we use an inverse
exponential fall-off similar to the equation specified in
section 4.3.

6 Head Shapes
The third and final stage in our caricature system uses
the concept of head shapes to further deform the head
mesh. Inspired by caricature artists (see figure 2) we
distort the shape of the head as a whole to quickly
change the nature and personality of the 3D portrait.
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Fig. 13 Features points and metrics used to calculate automatic head shape.

The principle behind this extra level of caricature
is based, not only on the work of traditional caricaturists, but also the work of Gooch et al [7]. We extend
their FFG head morpher into 3D by using Redman’s
profile grid as well as his portrait grid [19]. These two
orthographic grids are combined to form a 3D free-form
lattice deformer [10] which can be applied to the base
mesh. We include an extra lateral subdivision around
the cranium to allow for a greater range of head shapes
to be generated. This Facial Feature Lattice (FFL) is
then edited at a component level to form eight head
shapes: square, triangle, inverted-triangle, circle, figureof-eight, diamond, elongated, and squat.
This library of head shapes is then linked to the lattice deformer which controls the base mesh. The user
can manipulate sliders to determine which head shape
(or combination of shapes) and at what magnitude they
affect the base mesh. We have also incorporated automatic head shaping which, by analysing certain feature
points, determines which head shape is most appropriate and applies it. Figure 13 shows the six feature points
and the lateral facial measurements derived from them
used to ascertain the intrinsic head shape. By comparing these measurements with the average, the subject
will either be broader, narrower, or the same (within a
certain tolerance threshold). With three measurements
and three possible outcomes, we have 27 permutations
so an intrinsic head shape cannot be found for all subjects from our library of eight. In these cases it is left
for the user to choose the head shape.

7 Results
The system has been successfully implemented in Autodesk Maya and we utilise a variety of NPR renderers to achieve different end results (see figure 14 and
figure 15). The users are given a set of parameters to
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Fig. 14 The caricature process rendered using Autodesk
MudBox NPR image filter. Top: source images; Bottom, from
left: Base mesh, likeness, caricature (s = 1.8), with RFD, with
head shapes applied

control the amount of caricature in each step of the process; s is user-controlled and determines the amount of
initial displacement of the head mesh vertices (see equation 2); the amount of RFD can be defined through the
value of d (see equation 3) and users are given parameters for each of the four types of facial features (eyes,
nose, mouth, and ears). Head shapes are implemented
using shape animation utilities and each of the eight
base shapes can be independently applied to the model.

8 Conclusion and Future Work
This paper has presented a system to automatically
generate 3D caricatured head models based on orthographic input images. Many of the technical aspects of
this project are derived from the work of others and the
focus of the work was to more truthfully and accurately
represent the caricaturing process. By analysing the
methods detailed by several caricature artists we were
able to determine that, alongside the obvious drawing skills, most use a series of tricks and techniques
to achieve their goals. Many of these techniques can be
expressed algorithmically and implemented using proprietary software and some custom-made, more complex animation tools. This novel multi-level approach
to the caricaturing process more closely resembles the
process followed by cartoonists.
The concept of caricature is essentially one of exaggeration; possibly the most important of the principles of animation. Although this key principle is easy
to achieve algorithmically by simply extrapolating from
the displacement vectors when the head model is morphed, it is far more difficult to accomplish without deformation artefacts appearing. This is how our project
differs from others that automatically apply exaggeration to 3D modelling; the intelligent application of multiple levels of caricature allows the modeller to avoid
unsightly deformation artefacts that, while acceptable
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